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Project Statement
This project is intended to examine the relationships between clients and servers in a distributed collaborative environment.  In a distributed collaborative environment, multiple users interact with shared artifacts – checking in and checking out artifacts as needed by the clients.  This study models such environments and examines how the check out failure rate may be reduced by the introduction of a middleware proxy on the server.
The project involves simulating three different types of clients (their editing patterns are different) and two different collaborative server configurations; in one server configuration, a middleware proxy agent has been added.  The paper discusses each model and how they are coupled together.

Multiple configurations of clients and servers were run in the simulation to obtain failure rates for each configuration.  Results are presented and analyzed, and future work for this research is discussed.
Simulation Aims

The goal of this project is to examine two discrete event simulation models for a distributed collaborative system.  The first model will allow clients to interact with servers that host repositories of artifacts.  The second model will allow clients to interact with servers that host repositories of artifacts, but these servers will have middleware proxies that allow for multiple users to simultaneously access artifacts; the artifacts in the second model will be divided into subsections, and the middleware will check out and check in the artifacts via proxy on behalf of clients while maintaining information about which client owns each subsection of the artifacts currently in use.
This project will then compare the results of the two simulations in various configurations of clients and servers and determine the check out failure rate (when a collision among clients occurs).  This study will show if adding the middleware proxies to the servers reduced check out collision rates.

Additionally, different configurations of clients will be employed.  There are three types of clients: random, clustered, and hybrid.  The study will determine if the collision rate varies with respect to the number of each type of client in the system.

Design/Models

This project consists of ten (10) distinct models – 5 atomic and 5 coupled.  This section of the paper will discuss in detail these different models and how they interact.  Additionally, the project involved the development of two different simulations – one for the initial collaborative environment and one for the middleware, fine-grain sub-artifact version of the collaborative environment.  The differences between these two simulations are discussed.
The Client Model
The client model consists of a single atomic model with one input port and one output port.  The input and output ports are used to connect with the network and used to send and receive network messages.
There are three types of clients in the simulation: random, clustered, and hybrid.

The random client randomly generates an action and has a 90% chance of changing its current activity.  The random client will select a new artifact from the repositories from the full range of all of the artifacts and has no preference for artifacts.

The clustered client is programmed to exhibit a localization policy in that it remains within a close proximity to a single document.  It has a 45% chance of changing its current activity.  The clustered client will select a new artifact from a range of ±5 artifacts.  If the number of artifacts is small, then this client will exhibit the behavior similar to a random client (because the range when selecting a new artifact to edit is approximately the same as the entire set of artifacts).  But when the number of artifacts is large, then this client will remain close to the previous artifact it was editing.

The hybrid client is programmed as a mixture of the clustered and random client behaviors.  It has a 75% chance of changing its current activity and will randomly select between acting as a clustered or a random client (50% probability for each – thus equal distribution between the other two behavior patterns).

The client model can be in one of many states.  It begins in a “waiting” state and immediately transitions into the “no document” state.  From there it changes it’s behavior based upon the type of client; when the behavior does change, then the client will go into a “send request” and then a “waiting on message return” state that indicates that it has sent a message to the network indicating a check out request.  When the response is received, the client will process this message and determine if the request was successful or failed.  If it succeeded, then the client moves into the “processing document” state.  When the client is completed processing the document, it will transition into a “done processing” and then generate a message to the network indicating a check in of the artifact; the client will then enter the “waiting on message return” to confirm the check in was successful, and once a message is received indicating the successful check in, the client will return to the “no document” state.  The time that a client remains in each state is determined by the type of client (random, clustered, or hybrid).
The Server Machine Model

The server machine model is a coupled model that consists of two atomic models – the server model and the repository model.  The server machine model contains one input port and one output port that send and receive messages to and from the network.  The input of the server machine model is connected to the server model; the server model contains an input queue that holds incoming messages and processes them in a first-come, first-served protocol.  The messages are received by the server and sent to the repository; each message waits in the queue until the repository is available (i.e. isn’t currently responding to a request from the server).  The repository receives a request from the server and looks at its local set of artifacts; if the artifact is available and the server sent a check out request, then a successful check out message is returned to the server.  If the artifact is checked out by the sending client and the server sent a check in request from this client, then the artifact is checked back in and a successful check in message is returned to the server.  In other conditions, a failed check in or a failed check out message is returned from the repository to the server.  When the server receives a response from the repository, it responds accordingly to the requesting client via a message over the network.
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The Network Model

The network model is an atomic model that consists of one input port and one output port; these ports are used to send and receive messages to and from clients and server machines.  The network model consists of an input queue that receives all messages on the input port.  These messages are processed on a first-come, first-served protocol.  The network in this simulation utilizes a broadcast algorithm in that all messages are sent to all entities connected to the network’s output port.  It is up to the recipients of the messages to determine if the recipient is indented to process the message.  This is accomplished by parsing the message.
Every message sent through the network in the simulation conforms to the following protocol:

SENDER : DESTINATION : MESSAGE_TYPE : PAYLOAD

The sender corresponds to the name of the entity who originated the message; the destination corresponds to the name of the entity who is to receive and process the message.  The message type is one of six different values:

· TYPE_CHECKOUT_REQUEST = 1

· TYPE_CHECKIN_REQUEST = 2

· TYPE_CHECKOUT_SUCCESS = 3

· TYPE_CHECKIN_SUCCESS = 4

· TYPE_CHECKOUT_FAIL = 5

· TYPE_CHECKIN_FAIL = 6

Based upon the message type, the recipient of the message is able to process the payload accordingly.  A check out and check in request message will contain the artifact ID (and possibly the subsection ID in the fine-grain middleware version of the simulation) that is being requested for processing.  It is presumed in this model that the sender of a request will store the ID of the artifact (and possibly the subsection ID in the middleware version of the simulation) requested for processing; consequently, the check out and check in success and fail messages (3-6) do not contain payload information as the intent of the message is explicit without further information.
The Generator Models

There are two generator models that are utilized to create multiple instances of clients and server machines.  The Client Generator model takes in as input when it is instantiated the number of client models to be created; it then programmatically creates that many client models and stores them in a collection within the Client Generator model.  The Repository Generator model takes in as input when it is instantiated the number of server machine models to be created; it then programmatically creates that many server machine models and stores them in a collection within the Repository Generator model.
Both generator models contain one input port and one output port used to connect their sub-models to the network.  The input of the generator models is connected to each of its sub-models, and the outputs of each sub-model are connected to the output port of the generator model.  Consequently, a message received on the input port of the generator model is passed to the input ports of each sub-model, and a message sent from the output port of a sub-model will be passed out along the output port of the generator model.  The Client Generator model creates a conceptual coupling among all clients in the system, even though the clients do not send messages to each other; similarly, the Repository Generator model creates a conceptual coupling among all server machines in the system.
The Proxy Middleware Server Model

The Proxy Server Machine model extends the Server Machine model in adding a middleware atomic model.  This model is a coupled model that joins the middleware model to the server model.  The server model and the repository model are not changed in any way; they are still joined together via port links, and their states and activities remain the same as in the non-middleware model.

The addition of the middleware proxy to the server machine allows for the addition of fine-grain check in and check out of artifacts.  The proxy middleware intercepts messages from the network and processes them accordingly.  The proxy middleware maintains a set of artifacts that have been checked out from the server; this stored database of artifacts also contains information about subsections within the artifacts.  This subsection management allows a client to check out only a subsection of an artifact and allows other clients to check out other subsections.  Consequently, the middleware proxy will only check in an artifact if there are no clients accessing the artifact.  Additionally, a check out request is only passed to the server from the proxy if there are no other clients currently accessing the artifact (albeit accessing another subsection).

The result of this additional middleware proxy is that each artifact may be checked out simultaneously by different clients so long as the clients are accessing disjoint subsections of the artifact. 
One interesting outcome of this model is that the middleware proxy does not track who checked out the artifact first (in the situation where multiple clients have requested different subsections of the same artifact).  As a result, it is possible for the client who originally checked out the artifact to not be the client to last check in the artifact.  Consequently, the model breaks down and fails if we simply pass the originating client to the server for the check out and check in requests; this is because it is possible for the following scenario:

1. Client A checks out artifact n, subsection m (when no other client is accessing artifact 1); this check out will be passed to the server

2. Client B to checks out artifact n, subsection o (where o ( m); this check out will not be passed to the server

3. Client A checks in artifact n, subsection m; this check in will not be passed to the server

4. Client B checks in artifact n, subsection o; this check in will be passed to the server

Notice that if the originating client is passed to the server as the one who “owns” the artifact, then the check in via client B will fail (since client B does not “own” the artifact according to the server).

To overcome this problem, the proxy itself checks out all artifacts on behalf of the clients; when the check in is sent to the server, the server accepts this as a successful check in because the proxy will be marked as the “owner” of the artifact from the server’s perspective.
The following figure shows the addition of the middleware proxy in the fine-grain version of the Server Machine model.
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The following figure shows the entire distributed collaborative simulation model with the clients connected to the server machines via the network.  In this model, the simulation does not contain the proxy middleware versions of the server machines.
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The following figure shows the complete coupled Distributed Collaboration Simulation with the middleware proxy models added to the server machines.  This shows the second version of the simulation with the fine-grain artifact management enabled such that subsections of artifacts are being handled by the middleware proxy models.
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Simulation Results

The simulation was run in nine configurations for each of the two versions of the simulation (for a total of 18 runs).  The following table demonstrates the various configurations.  The number of iterations is defined by the number of iterations for which the simulation was run (all time advances).  The client distributions denote how many of each type of client (random, clustered, and hybrid) were in the system when the simulation was run; for example, for test 1, there was one client of each of the three types.  The repository distributions denote how many artifacts existed at each server and how many servers existed in the system; for example, in tests 1-4, there was one artifact at server 1, two artifacts at server 2, and one artifact at server 3; for test 5, there were 10 artifacts at server 1, 20 at server 2, and 10 at server 3.  Notice that tests 6 and 7 contained nine servers and 500 artifacts (with 30 clients accessing these artifacts).  Also note that test 5 for the fine-grain middleware version of the simulation was run for 5000 iterations because no check out failures were detected within 500 iterations.
	
	
	Client Distribution
(# per type)
	Repository Distribution
(# Artifacts at each Server)

	Test
	Iterations
	Random
	Clustered
	Hybrid
	S1
	S2
	S3
	S4
	S5
	S6
	S7
	S8
	S9

	1
	500
	1
	1
	1
	1
	2
	1
	
	
	
	
	
	

	2
	500
	3
	0
	0
	1
	2
	1
	
	
	
	
	
	

	3
	500
	0
	3
	0
	1
	2
	1
	
	
	
	
	
	

	4
	500
	0
	0
	3
	1
	2
	1
	
	
	
	
	
	

	5
	500*
	1
	1
	1
	10
	20
	10
	
	
	
	
	
	

	6
	500
	10
	10
	10
	30
	50
	80
	30
	30
	40
	40
	100
	100

	7
	5000
	10
	10
	10
	30
	50
	80
	30
	30
	40
	40
	100
	100

	8
	2500
	10
	10
	10
	15
	25
	40
	15
	15
	20
	20
	50
	50

	9
	5000
	1
	1
	1
	1
	2
	1
	
	
	
	
	
	

	* Test 5 for the fine-grain version was run to 5000 iterations to obtain lock failures


The results of the simulation runs are displayed in the following table.  Recall that two versions of the simulation were created – one without the fine-grain locking and one with the middleware that managed the fine-grain locking of artifacts.

	
	Fail Rate
	

	Test
	Without Fine-grain Locking
	With Fine-grain Locking
	Improvement

	1
	32.75%
	7.27%
	78%

	2
	23.33%
	11.67%
	50%

	3
	26.92%
	6.38%
	76%

	4
	19.64%
	7.02%
	64%

	5
	2.00%
	0.75%
	63%

	6
	16.39%
	5.81%
	65%

	7
	7.91%
	2.62%
	67%

	8
	9.08%
	2.99%
	67%

	9
	26.55%
	7.24%
	73%


As the table shows, in all configurations, the version of the simulation that contained the fine-grain locking middleware significantly outperformed the other version (without the middleware) in reducing the number of check-out failures (collisions).

Analysis/Conclusion

This work has shown that the theory behind adding middleware to existing repository management systems is sound and that fine-grain management of artifacts via proxy does improve the reduction of failed check-outs (collisions) among multiple users in a distributed collaborative system.
In all test scenarios, the dramatically fewer check out failures occurred in the fine-grain locking version of the simulation as compared to the initial version of the simulation without fine-grain locking.  This is as expected as the middleware, fine-grain version of the simulation effectively increases the number of artifacts (via subsections of the artifacts) that clients are able to simultaneously check out; this is due to the fact that checking out one subsection of an artifact does not preclude another client from checking out a different subsection of the same artifact.

Additionally, this work shows that the number of failed check outs is related to the relative density of clients when compared with artifacts; note that test 1 and 5 differ only in the number of artifacts stored in the server machines (by a factor of 10).  The check out fail rate decreases dramatically as the number of artifacts is increased.  This is as expected since the clients have a wider range of artifacts from which they may select.

The results also indicate that the improvement in moving from the initial simulation to the fine-grain enabled simulation is comparable regardless of the number of iterations to which the simulation is run.  This claim is supported by examining the comparable improvements between test 6 and test 7 (in which only the iterations was changed).

Additionally, the results indicate that at some point the number of artifacts as compared to the number of clients achieves a failure rate quiescence.  Examining the difference between test 7 and test 8, the decrease in the number of artifacts by 50% does not show any appreciable difference in the improvement rate.  Consequently, we may infer that both of these tests had a sufficiently large set of artifacts from which the clients could make use that the check out failure rate was not affected by the reduction in the number of artifacts.  It is interesting to note that the improvement rate is still significant when the proxy middleware is added, even though the number of artifacts is large enough to handle the client requests well in both simulation configurations.
Future Work

As stated in the previous section, this research has shown that adding middleware to support fine-grain locking of artifacts shows promise.  This study showed that collision rates (checkout failure rates) are decreased on all tested client configurations when fine-grain locking is added, but there are other issues that should be addressed next.
First, it is readily apparent that the next step in this research will be to parse actual artifacts for their structure and better model the artifacts in the repositories.  As is, this research merely segmented hypothetical artifacts into subsections of equal size, but real-world artifacts offer various levels and sizes of subsections; we expect such artifacts from a real-world repository to exhibit different subsection sizes and distributions (i.e. not all artifacts will contain the same number of subsections, and subsections will be of different sizes).  Consequently, collision rates may vary when actual artifacts from a real-world project are used in the simulation.
Writing such a parser to analyze the structure of real-world artifacts would not be difficult, and then the meta-information of the structure of these real-world artifacts could be stored in the repositories within the simulations.

Additionally, some artifacts may be accessed more often than others in a collaborative environment.  It would improve the simulation if real-world repository log information was analyzed to see the distribution of check-ins and check-outs of artifacts in a shared collaborative environment.  From this real-world data, the clients in the simulation could be improved to better reflect the actual edit behaviors of real-world clients.  Currently, the three client types (random, clustered, and hybrid) cover a range of edit behaviors, but it would be beneficial to the research if the simulation could better reflect actual edit patterns of real-world clients.

Finally, we are currently building the middleware system to connect with existing legacy repository management systems.  Additionally, we are building middleware to connect with existing editing systems so that users may continue to use their favored editors and have the added capability of awareness of others in the collaboration space and have the ability to check in and check out fine-grain subsections of artifacts.  Publishing an API via Web Services to connect the client editors and the middleware systems (that connect to the server repositories) will allow the entire system modeled here in the simulation study to be realized in a real-world system.  It is our intent to deploy this real-world system into use and observe how it benefits real clients in their interactions among a distributed collaborative environment.  Questions to be addressed include: does the system increase awareness of other users in the system and is such an increase of awareness beneficial to users, what level of locking (subsection partitioning) is sufficient to achieve reasonable collision avoidance, and is the productivity of a distributed team improved by using this system.
Figure 3: The coupled Distributed Collaboration Simulation model showing the interactions among multiple clients, the network, and multiple servers.  In this mode, the middleware is not present.





Figure 2: The coupled Proxy Server Machine model showing the interactions among the middleware (now added), the server, and the repository.  In this model, the server and repository are unchanged from the non-middleware version of the server.





Figure 1: The coupled Server Machine model showing the interactions among the server and the repository.  In this model, the server receives requests from the network and passes them to the repository for processing.  Notice the repository displays which artifacts it stores.





Figure 4: The coupled Proxy Distributed Collaboration Simulation model showing the interactions among multiple clients, the network, and multiple servers.  In this mode, the middleware is present on each server.








